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Overview

Generalizing across layers and architectures

Consistent & Competitive on ImageNet

Code & Models

Deep Networks are performant, yet opaque!

Attribution explanations → where the model looks

Concept explanations → what concepts the model uses.

In comparison to prior work:
❌ Concepts are pre-defined, class-specific, or part-based.

❌ Approximate concept visualizations are used.

❌ Concepts are not part of the decision making.

✅ Our model provides faithful pixel-level concept visualization.

✅ We have non-restricted diverse concepts across layers.

✅ Our model only uses concepts & reports their contributions.

❌ Evaluation is limited to human annotations
✅ We propose a robust evaluation framework with DINOv2.

How we do it 

Score 1.8 → 4.3

We propose  
using DINOv2 

Features
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Explain the activations

Standard non-linear layer   	   f(x) := ReLU(Wx + b)

•Every logit is faithfully decomposed to concept contributions. 
•Every concept is faithfully visualized at pixel-level.

Competitive & far more consistent on ImageNet

More Consistent Concepts

Mutually Contributing Concepts

3.0 %

3.1 %

11.6%

1.5 %

4.9 %

14.2%

Basketball Logit: 3.0  

Volleyball Logit: 3.7  

Concept-level Analysis of Misclassification

Faithful Concept Traces

More Interpretable to Users

Measuring Consistency

output = W̃1→n (input) × input

Score 1.0 → 3.2

• Users found our concepts more  
Interpretable than B-cos channels.

• The pixel-level visualizations 
help the interpretability!
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Concept Activations

B-cos non-linear layer 		 	 	 	   f(x) := Wx |cos(W, x)|B = W̃(x)x

…
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Explain the contributions

Annotations are not suitable for evaluating concepts
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Concept Activation = ∑ Pixel Contribution
Output Logit =∑ Concept Contribution

(B-cos; Böhle et al, CVPR 2022)

(CRAFT; Fel et al, CVPR 2023) (CRP; Achtibat et al, Nature M. Intel. 2023)

Our concepts are more consistent compared 
to other concept-based explanation methods.
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